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Functional accounts of mind, brain, and behavior have profoundly shaped

thinking across many disciplines. Despite this common lens, the processes driving

adaptive outcomes are often studied in isolation, leading to narrow and localized

explanations. This paper brings together perspectives across fields by identify-

ing six dynamics that enable agents to behave adaptively. These dynamics span

multiple timescales and systems, including individual-level processes — thinking,

learning, and development — and population-level processes — market selection,

cultural evolution, and genetic evolution. We examine the reasons behind func-

tional explanations of cognition and behavior, the conditions that foster rationality,

and the interactions between adaptive processes. Our goal is to bring the cogni-

tive, social, biological, and computer sciences into closer conversation by exposing

researchers to a wide range of perspectives on adaptive decision-making.



Across many fields, the concept of adaptation has proven indispensable for understanding mind,
brain, and behavior. Cognitive scientists explore how cognition responds efficiently to task demands;
social scientists examine how social and economic interactions produce collective intelligence;
biologists investigate how organisms become adapted to their environments. This shared focus
points to a range of mechanisms (at individual or population levels) through which adaptation can
occur: faulty ideas may be discarded, unprofitable firms may be outcompeted, and maladapted
organisms may die out. If such mechanisms are working effectively, what remains will be, in
a sense, only the best. Understanding these processes thus enables us to figure out how agents
succeed or fail in problem-solving and decision-making. However, each field approaches the study
of adaptive behavior through its own lens, using distinct theories and tools. The result is a body of
understanding that remains siloed and fragmented, characterized by narrow, localized explanations
for adaptive behavior and by debates that recur across disciplines and decades.

Our goal in this paper is to expose researchers to a variety of perspectives on adaptive decision-
making, drawn from several fields and brought together in a lightly unified fashion. We lay out
six dynamics that unfold across multiple timescales and empower agents to successfully solve
problems or make good decisions (Figure 1). Three of these dynamics occur at the individual
level — thinking, learning, and development — enabling success within a single lifespan through
various cognitive and biological mechanisms. Three others operate at the population level — market
selection, cultural evolution, and genetic evolution — influencing which traits or behaviors persist
in the aggregate. By surveying these processes across disciplines, we aim to clarify the rationales
behind cognitive frameworks that appeal to optimality, the conditions that foster adaptive behavior,
and the interactions between different kinds of dynamics.

For the cognitive scientist, this perspective foregrounds the adaptive processes behind cognitive
mechanisms, offering a clearer depiction of teleological explanations, which is key to reverse
engineering the mind (/). For the social scientist, it illuminates conditions under which frameworks
built on rationality (whether individual or collective) will most strongly apply (2). For the biologist,
it helps flesh out the spectrum of forces that underlie the adaptationist lens on human behavior
and its limitations (3). For the computer scientist, it explores the array of potential optimizers
which enable agents to solve so many complex problems despite so little time, energy, and data (4).

Our hope is to take seriously the adaptive and the maladaptive in tandem, and work toward a more



complete accounting of the forces that govern both. This may help engage with the lingering concern
that, without clear constraints, everything could be explained as optimal in some form (5-9). In
each section, we summarize how a given dynamic contributes to adaptive behavior, how it has
been computationally characterized (typically in a Bayesian light), and what factors constrain or
modulate its effectiveness.

Terms like “adaptive” or “rational” have been used in many ways over the decades. We do
not adjudicate between them here, but allude to several of them in what follows (see Box 1). We
also collect ten principles of rationality from across the disciplines in Box 2. A common theme
throughout is that adaptive behavior requires a match between agents and their environment. For
individuals, this reflects the principle of ecological rationality; good performance requires detecting
and responding appropriately to environmental regularities (/0). At a deep level, this can be viewed
as a consequence of the problem of induction, formally expressed in the “No free lunch” theorems
which observe that no optimization algorithm can be optimal across all possible settings (/7) — for
every assumption an algorithm relies on, there exists an environment in which that assumption is

misleading.
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Figure 1: Six dynamics underlying adaptive decision-making.

Box 1
Dimensions of rationality

Notions of rationality or adaptation have been used in multiple senses. Here we describe
some of their meanings based on contrasts along various dimensions. These meanings need
not be mutually exclusive.

PP-rationality, E-rationality, and B-rationality (12): PP-rationality refers to the psycho-
logical and philosophical lens which emphasizes the appropriateness of reasoning behind a
decision. E-rationality refers to the economic lens which centers on consistency of choice
according to traditional axioms that bind it to preference consistency and optimization (/3),
in the sense that any choice behavior satisfying these axioms can be represented as the maxi-

mization of a stable preference ordering, regardless of the underlying process. This axiomatic




conception has recently been applied to the study of artificial intelligence and reinforcement
learning (/4). B-rationality refers to the biological lens which evaluates the adaptiveness or
fitness-maximizing properties of behavior.

Adaptation as process or product. Adaptation can refer to either a process (as a verb)
or a product (as a noun). As a process, it describes dynamics that tend toward optimizing
performance according to an objective function, either at the individual level (e.g., learning)
or at the population level (e.g., evolution). As a product, it describes traits or behaviors that
enhance an agent’s ability to effectively respond to specific environmental challenges.

Rationality vs. irrationality or arationality (15, 16): Rationality may be contrasted with
irrationality, meaning that criteria for rationality could have been satisfied but were not, or
with arationality, meaning that these criteria would be inapplicable, as with behaviors or events
driven by processes outside the scope of reason. The former contrast emphasizes failures of
choice behaviors or processes to accord with norms of rationality, while the latter empha-
sizes the benefit of adaptive behavioral plasticity, as distinct from responses that are merely
mechanically elicited.

Substantive and procedural rationality (17): Substantive rationality entails that behavior
achieves an agent’s goals given their constraints. Hence, aside from these goals, it is purely
defined by the environment (see also E-rationality). Procedural rationality entails that behavior
results from appropriate deliberation. It therefore depends on the underlying cognitive process
(see also PP-rationality).

Epistemic and instrumental rationality: Epistemic rationality refers to holding accurate
beliefs about the world (what is true; rationality in belief), whereas instrumental rationality
refers to making better decisions (what to do; rationality in action). Although the former may
support the latter (cf. /8), erroneous beliefs can in some cases improve performance (/9).

Coherence and correspondence (20): Coherent judgments exhibit consistency with the
axioms of probability theory or propositional logic. Correspondent judgments agree with
ground truth. Connections exist between these properties, since perfectly correspondent beliefs
must be as consistent as the real world. They are not completely linked, as coherent beliefs

are not necessarily accurate and adaptive rules of behavior may imply incoherence (2/-25).




Nevertheless, some empirical associations have been found between the two (26-29).

Bounded rationality (30): Bounded rationality refers to the idea that rationality is limited
(based on knowledge and computational capacity). Individuals may thus make decisions that
are merely sufficiently good according to some criterion, rather than optimal.

Bounded optimality (31): Also known as computational rationality or resource rationality,
bounded optimality is defined as optimality subject to constraints or costs on computational
resources (such as time or energy). This invokes a type of meta-level rationality (32, 33).
Because it suffers from the problem of infinite regress (34, 35), bounded optimality must be an

approximation at best.

Box 2
Ten selected principles of rationality
In this box, we collect ten broad interdisciplinary principles that reflect fundamental prop-
erties of, or conditions conducive to, rationality. These principles generally transcend specific
dynamics and domains.
How rationality is possible:
1. Ecological rationality: Good performance requires a match between the cognitive strate-
gies of the agent and the structure of the environment (36).
2. Causal representation theorem: Any agent that adapts well to change must have learned
(at least implicitly) an approximate causal model of the world (37).
3. Decisions from experience: Experiential learning tends to reduce errors in judgment (38).
4. Natural selection: When individuals vary in their traits, and these traits are heritable
and impact fitness, then natural selection can lead to the evolution of adaptive traits in
populations (39).
5. Flexible constraints: An inflexible constraint at one level may result from flexible, adap-

tive processes at a higher level (40).

How rationality fails:
6. “No free lunch” theorems: No algorithm is perfect in every environment (/7).

7. Infinite regress problem: Perfect meta-level rationality is impossible (33).




8. Kind vs. wicked environments: Learning may fail when feedback is incomplete, delayed,
censored, confounded, or irrelevant (41).
9. Strategic complementarity: Less-rational behavior tends to be amplified in the aggregate
when agents are incentivized to reinforce each others’ actions (42).
10. Proxy failure: Lower-level processes can diverge from higher-level objectives when

proxies for those objectives are imperfect (43).

Individual-level dynamics

To start, we take as given that there is some problem to be solved, which could require a judgment
to be expressed, a decision to be made, or an action to be taken. We also suppose there is some
criterion or objective function to evaluate how successfully it has been solved, from the agent’s

perspective.

Thinking

We use the term thinking to refer to cognitive processes that occur on the shortest timescale
of adaptation, unfolding within the span of a single decision or action. It involves attending to,
remembering, processing, and acting upon information about the task at hand (44—47), though
these may be done in a rapid, heuristic fashion based on simplified rules (48, 49) or even affective
responses (50-52). Effective decision-making at this level relies on an individual’s ability and
willingness to process information, enabling them to anticipate outcomes, evaluate options, and
make informed choices. Key cognitive abilities that support fluid intelligence, such as numeracy
and executive function, underlie complex thinking and have been associated with decision-making
competence (in terms of economic rationality) and in turn real-world social, financial, and health-
related outcomes (53—58) — though rationality may go beyond these (59).

From a computational standpoint, Bayesian frameworks have long been used to provide norma-
tive standards for adaptive judgment under uncertainty, applied across perception, cognition, and
action (60—67). The Bayesian approach describes how information should be statistically extracted
from data, taking into account environmental structure. This is formalized using a generative model

of how observed evidence is assumed to arise from unobserved latent variables, allowing for prob-



abilistic inferences about these variables given the evidence. The structure of the environment can
be seen in this generative model, such as the prior distribution of stimuli that an agent expects to
encounter. Causal Bayesian models are especially important for good performance, because robust
generalization depends on understanding how variables influence each other. To perform well in
new situations, an agent must have learned (implicitly or explicitly) an approximate causal model
of the world, according to (37).

In addition to data constraints, agents face cognitive capacity constraints that restrict their
ability to process information (68—73) and force them to operate within limitations (30, 74, 75).
Various augmentations (or reinterpretations) of Bayesian models can capture adaptive responses to
these constraints (76). Heuristics can reflect approximations to Bayesian inference under extreme
priors (77). For example, the “take-the-best” heuristic (choosing based on only the most valid cue
while ignoring the rest) works well when priors favor a single cue, whereas the “tallying heuristic”
(choosing the option with the highest number of favorable cues) works well when priors treat
cue validities as similar. Some theoretical approaches lay out how agents optimize performance
subject to internal constraints, exhibiting forms of meta-level rationality (32, 33, 62, 78). In this
spirit, models of resource-rationality in psychology or of rational inattention in economics formally
describe optimal judgment subject to bounds on cognitive resources (79-84). These models hold
significant explanatory power, but they face a conceptual challenge: agents must also think about
how much to think, creating a potential infinite regress (34, 35). Hence, there must be some inflexible
core to the decision system that limits or anchors this recursion (85), even if the system approximates
optimality. This core may be supported by other dynamics such as those we discuss later (317, 40).

Thinking may therefore falter for various reasons (86—88). For instance, beliefs about the
external world or the internal self may be incorrect. Misperception of the world’s causal structure
will lead people to misinterpret data and draw erroneous inferences (89, 90), such as the illusion of
control. Effective deliberation also demands accurate metacognition about the self, which involves
monitoring and regulating one’s cognitive processes (91, 92), and can be cast as second-order
inferences about whether decision systems are working as they should (93). Good metacognition
ensures that self-perceptions of capabilities are aligned with actual capabilities. It is thus important
for ensuring decisions are made with appropriate levels of confidence (94, 95) and helps to support

meta-level rationality. In the extreme, miscalibrated beliefs about the world or the self have been



linked to phenomena such as political dogmatism (96, 97) and proposed to explain mental health
symptom dimensions including depression (98), hallucinations (99, 100), and compulsivity (/01).

Furthermore, there may be a gap between knowledge and action. Cognitive control (an element
of executive function) is required to bridge this gap, by enhancing processing of relevant features
and suppressing processing of distracting stimuli (/02). This adaptive adjustment of information
processing is often vital to ensure efficient decision-making (/03—106). Without sufficient cognitive
control, even well-formed beliefs and accurate self-assessments may fail to lead to appropriate
action, resulting in a disconnect between what one knows and what one does. This gap can manifest
in a number of ways, such as procrastination, impulsivity, or difficulty in changing maladaptive
behaviors. Exceptions occur in which reduced cognitive control may be desirable, such as when

trying to generate creative ideas (/07).

Learning

Learning refers to the structured updating of a system’s properties from experience (/08). It thus
occurs across the course of different decisions, and can encompass a wide variety of cognitive
mechanisms. Broadly, an agent might behave in a certain way and observe the outcome, which
informs or guides subsequent judgment and decision-making.

One of the most dramatic divides in behavioral science centers on whether the rationality
or the irrationality of human behavior is emphasized (/09). This chasm consists of the “intuitive
statistician” program (170, 111) on the one hand and the “heuristics-and-biases” program (112, 113)
on the other. Though apparently drastic, this divide can be bridged by emphasizing the differences
in experimental paradigms used by each camp. In particular, errors in judgment seem to be greater
in one-shot scenarios that are described to people, while errors decrease when opportunities are
available to practice and learn from concrete feedback (38). Experiential methods tend to elicit
more accurate Bayesian inferences than descriptive methods, for example.

Successful learning requires, and can engender, sensitivity to the structure of the world. This
sensitivity may be formalized using approaches in learning theory, a body of mathematical, com-
putational, and statistical analyses regarding when learning is possible and how effective it is (/74).

Such theorizing helps trace out the consequences of constraints on data, memory, and computation.



A fundamental set of results about learning algorithms — the “No free lunch” theorems — entails that
no algorithm is perfect in all situations (/7) and that assumptions are inescapable when drawing
conclusions from data. Learning requires “inductive biases”, embodied in the structure of cognitive
representations (//5—117). In computational terms, good representations are thought to express a
number of general-purpose priors about the properties of an environment; for instance, agents might
presume (at least initially) that explanatory factors are hierarchically organized, naturally clustered,
temporally and spatially coherent, and exhibit sparsity (//8—120). Assumptions like these allow
the “curse of dimensionality” to be fought with the “blessing of abstraction” (/21/-123), improv-
ing efficiency in computation and generalization (/24). For example, when learning to recognize
animals, the assumption that features are hierarchically organized (e.g., species are nested within
broader categories) and clustered (e.g., similar animals share traits) helps learners generalize from
limited experience to novel cases.

Representations may themselves be learned from data, enabling flexible and rapid adaptation
to different circumstances (/25). This concept is central to “meta-learning”, in which agents learn
on multiple nested timescales. On a shorter timescale, they learn how to perform a single task,
enhanced by computations that are tuned and improved on a longer timescale. Meta-learning may
be built upon the higher-level dynamics we discuss in subsequent sections (126, 127), in ways that
can be characterized as nested optimization (/28—130) or as hierarchical Bayesian inference (/37).

Learning is also limited by neurobiological constraints. At a high level, it is shaped by mecha-
nisms such as attention which prioritize certain inputs over others (/32). Attention enables adaptive
learning by focusing cognitive resources on relevant inputs, but in doing so, limits what can be
perceived and learned. Thus, when people fail to attend to a dimension, they cannot learn how to
properly incorporate it into their decisions (/33). At a lower level, the brain’s ability to adapt and
acquire new skills is governed by dynamic patterns of neural activity within a “neural manifold”, a
lower-dimensional subspace in which neural population dynamics seem to naturally reside (/34).
While this manifold permits flexibility within certain limits, it also imposes boundaries on the
extent to which neural connections can be reorganized to learn new tasks (/35). Learning is most
effective when it aligns with the brain’s existing dynamics, but becomes difficult and takes longer
when new scenarios require activity outside these patterns (/36, 137). The brain’s ability to learn

is hence fundamentally limited by its underlying architecture, though much remains to be discov-
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ered about the exact nature of neural manifolds and the intrinsic tradeoft between stability and
flexibility (138, 139).

On the other side of the coin, appropriately matching the agent to the world requires the world
to cooperate as well. Learning environments can be described as “kind” or “wicked” (41, 140).
In kind environments, feedback is complete, unbiased, unambiguous, and timely; there is a close
match between information structures when data is acquired and when it is applied, maximizing
the effectiveness of learning. In wicked environments, feedback is incomplete, delayed, censored,
confounded, or irrelevant; data paints a distorted picture of the world leading people to make
mistakes — this is where payment is extracted for the “lunch” eaten in kind environments. Wickedness
can lead to phenomena such as survivorship bias, where inferences include observed successes while
ignoring unobserved failures (/41); selection bias, where individuals focus on unrepresentative
samples (/42, 143); and the hot stove effect, where early bad experiences deter exploration of
potentially rewarding options (/44). Learning traps may accordingly develop in which agents
(human or machine) converge on stable false beliefs (/45, 146). Metacognition plays an important
role in the interpretation of data, helping stave off such consequences, and may even partially

substitute for feedback (147, 148).

Development

Development encompasses changes in body and mind over the course of an agent’s life, involv-
ing somatic (e.g., neuron or muscle growth) and cognitive changes. From a biological standpoint,
developmental plasticity refers to the ability to modify developmental trajectories based on expe-
rience. Such processes are vital for achieving an adaptive fit with the environment. Key functions
such as memory (/49), attention (/50), cognitive control (151, 152), causal reasoning (153—155),
and metacognition (/56) develop over years, reflecting changes in cognitive and physical capabil-
ities alongside environmental demands. These functions are intertwined with the development
of value-based judgment (157, 158). Age thus correlates with forms of goal-directed evalua-
tion (159, 160), decision-making competence (/61, 162), and Bayesian reasoning (/63), at least
up to a point (164, 165).

Adaptive developmental plasticity can be thought of as the use of information from earlier

11



life stages to predict one’s future environment and develop suitably matched traits (/66). It is
favored when organisms are uncertain about environmental conditions but receive informative
cues during development that reduce this uncertainty. Implicitly or explicitly, information emerges
throughout life from multiple sources including genes, parents, and personal experiences. The
Bayesian framework has been naturally applied to study how the integration of these cues shapes
development (/67), from high-level cognition down to low-level morphology (/68). This approach
helps characterize the adaptive link between the life history of an organism and the statistical
properties of its environment.

Development can also be formalized as a process in which capacities build on themselves over
time. In economic models of skill formation (/69), abilities acquired in childhood persist and
influence how much individuals benefit from later investments of time, effort, or other resources.
Advantages or disadvantages may therefore compound: empirical work suggests that early cognitive
ability predicts later cognitive growth, and that stronger foundations are associated with greater
gains from subsequent schooling. Socioemotional skills likewise show persistence, though remain
responsive to experience for longer (/70). Such differences can affect the range of future possibilities,
exerting lasting effects even when later environments change.

These processes may help explain why the degree of plasticity varies to different extents over
the course of life (/71). Agents are thought to be more sensitive to experience in phases where
cues are especially frequent and reliable, information has greater fitness benefits, and constraints
on plasticity are lower (172, 173). Periods of greater sensitivity tend to occur early on (/74), either
because uncertainty is progressively resolved, because the potential of information to affect fitness
declines with age, or because immediate survival becomes prioritized under adverse conditions
at the expense of poorer long-term outcomes (/75, 176). For example, people who grew up in
harsh and unpredictable environments tend to be more vigilant, less willing to delay gratification,
less exploratory, and show enhanced performance on recurrent problems from such environments
(177-180). Changes in the informativeness or consistency of cues can lead to later windows of
sensitivity, such as adolescence, in which a heightened responsiveness to social cues may stem
from the changing nature of social relationships (181, 182).

In broad terms, developmental plasticity is most beneficial when the environment varies between

generations but remains similar within an individual’s lifetime (termed “coarse-grained variation”,
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as opposed to “fine-grained variation”). The costs of mismatch between the phenotype and the
environment are then minimized. Conversely, plasticity is not needed when the environment remains
stable over a long time, since the optimal traits can be robustly fixed; and quicker forms of plasticity
(reflecting thinking and learning) are more suitable when variation within a lifetime is high. For
instance, infants lose sensitivity to non-native speech sounds in the first year (/83), a form of
early specialization suited to a historically stable linguistic environment; in contrast, conversational
norms or social expectations can shift rapidly across contexts, requiring ongoing learning and
behavioral flexibility rather than fixed developmental tuning.

Developmental mechanisms may end up producing maladaptive outcomes for various rea-
sons (184, 185). Constraints on plasticity fundamentally prevent organisms from being maximally
flexible (186, 187). The time, energy, and resources required for phenotypic change impose limits
on the range of feasible developmental trajectories. Resources are needed to acquire information
and process phenotypic adjustments, as well as to build and maintain the biological or cognitive
machinery behind these functions. These constraints may impose more or less severe tradeoffs be-
tween costs and benefits at different stages, contributing to early life effects. In addition, mismatches
between the individual and the environment may result from environmental change that happens
after one’s most sensitive periods. For instance, children who grow up in hostile environments ex-
hibit lasting affective and perceptual changes regarding the detection of threat (/88) which remain

long after switching households (/89).

Population-level dynamics

While some fields have focused on the foundations of individual intelligence, others have explored
the essence of collective intelligence (190, 191). At the population level, collective phenomena can
be understood as forms of distributed computation, where the combined efforts of multiple agents
solve problems that no single agent could tackle alone. Social interaction enables people to create
shared beliefs, plans, and interpretations that facilitate coordinated thought and action (/92).

We must bear in mind the complexities that arise when moving to the population level. Three of
these are laid out in Box 3. Despite these caveats, the potential of the collective cannot be disputed.

In the subsequent sections, we consider three population-level dynamics that embody forms of
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collective intelligence, writ broadly.

Box 3
Challenges in linking individual and population levels.

Goal-directed systems are often modeled as if they maximize an objective function. At the
level of individuals, this frequently takes the form of utility maximization. A natural question
is whether this framework can be extended to populations of agents. Yet such an extension is
not straightforward. When considering the population level, the objective function becomes

more difficult to define for several reasons (/6).

1. Strategic interdependence. What is optimal for a given agent can depend critically on
the actions of other agents. Even when agents are best responding to each other and
outcomes stabilize in equilibrium, these equilibria may not reflect the maximization of
a joint objective function at the individual or population level (1/6), except in structured
cases such as “potential games” where strategic incentives are aligned so that equilibria

correspond to extrema of a shared function (/93).

2. Aggregation problems. More broadly, there may not be a single objective function
that appropriately represents the goals of the aggregate. This misalignment can lead
to a range of aggregation problems, such as those identified by Arrow’s impossibility
theorem (/94) which shows that no preference aggregation rule can simultaneously
satisfy a set of basic fairness and consistency requirements, and the Sonnenschein-
Mantel-Debreu theorem (/95-198) which shows that aggregate market demand can take

nearly any form despite rational individual behavior.

3. Cross-level instability. Agents’ objective functions may themselves be shaped or created
by higher-level dynamics. For example, individual preferences may result from evolu-
tionary selection (/99). Objectives at one level can supersede those at another, tying

them together, but misalignment between levels can lead to unstable or divergent goals,

resulting in phenomena such as inflation or excess elaboration of proxies for value (43).
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Market selection

One long-standing justification in economics for assuming rational behavior is the force of market
selection: markets will reallocate resources towards those whose behavior generates higher payoffs,
leading aggregate outcomes to approximate optimality (200-203). This effect is thought to be
particularly pronounced in financial markets, where large stakes and high liquidity should discipline
traders, driving out those who make persistently inaccurate forecasts (204; cf. 205). It is embodied in
the efficient market hypothesis, according to which market prices encode all available information.
Through economic interactions, even agents with limited cognitive sophistication may give rise
to market equilibria reflecting informational or allocative efficiency (206, 207; see also 208 who
study a related perspective in terms of individual learning). In this regard, competitive markets
have been likened to decentralized computing systems that implement optimization algorithms via
the behavior of boundedly rational participants (209, 210). The evolutionary analogy — variation
in economic entities followed by selection — has been extended to the study of innovation, growth,
and product life cycles (211-215).

Selection arguments derive from the fundamental point that the behavior of economic units is
tied to their set of feasible opportunities. The basic premise of a budget constraint can itself lead
irrational individuals on average to satisfy the law of demand (when the price of a good rises,
the quantity demanded falls). This is because when the price of a good rises, there are relatively
fewer opportunities to purchase it; hence, even simple agents who decide according to rules or to
randomness will generally be forced to adjust their purchases (216).

While such arguments have been influential, subsequent work has revealed how irrational
agents may nonetheless persist in and shape markets under certain conditions (2/7-222). First,
strategic incentives are key to understanding when aggregate behavior is likely to be consistent
with economic rationality (42, 223, 224). When strategies are substitutes, meaning that agents have
an incentive to do the opposite of what the other players are doing, then rational actors will be
motivated to offset the effect of less-rational actors. However, when strategies are complements,
meaning that agents have an incentive to match the actions of others, then rational actors will
amplify the impact of even a few less-rational individuals. Strategic complementarity is therefore

associated with multiple equilibria, slow adjustment to fluctuations, and greater departure from
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rational expectations (225-231). Take for example the “beauty contest” game, where players try to
guess which number is two-thirds of the average of all others’ guesses. Since the best guess depends
positively on what others do, small deviations from rationality are reinforced and guesses end up
much higher than the Nash equilibrium of 0 (42). On the other hand, in a “business entry” game,
players want to enter a market only if not too many others do the same. They consequently prefer to
do the opposite of what others (including less rational opponents) are expected to do, and aggregate
behavior ends up close to the Nash equilibrium in which market capacity is just filled.

In addition, limits to arbitrage (the ability to profit from price differences across markets) can
critically influence market outcomes (232-235). Engaging in arbitrage incurs costs and risks. To
detect, understand, and exploit mispricing requires time, effort, and money. Failures to do so can
cause violations of the “law of one price”, the principle that identical goods must have identical
prices (236). In some cases mispricing could worsen enough to force out capital-constrained
arbitrageurs; as the saying goes, “markets can remain irrational longer than you can remain solvent”.
By inhibiting this corrective force, such limits may even make rational agents prefer to mimic the
less-rational, inducing strategic complementarity. For instance, rational traders might mirror the
buying behavior of irrational traders to profit from a price rise, selling before the price falls. This
mechanism could lead to financial bubbles, in which prices deviate substantially from intrinsic

value (237-239).

Cultural evolution

Culture consists of information stored in people’s minds (such as beliefs, norms, skills, and practices)
that is acquired from other individuals. This information has enabled humans to solve all kinds
of challenges, from finding food to building spaceships, and ultimately to live in a wider variety
of environments than any other species on Earth. Although other animals have culture (240),
our distinctive cultural faculties are often regarded as the reason for humanity’s dramatic success
(241-243).

Sociocultural processes facilitate adaptive behavior in a number of ways. Fundamentally, these
processes allow people to economize on the costs of individual learning by leveraging information

from others (244, 245). This learning takes many forms which may be flexibly deployed (246),
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including simply copying others’ actions, inferring their instrumental values, or inferring their
mental model of the world (247-249). Learning from others also involves biases that depend on
properties of the content or of the other agents (250). On longer timescales, elaborate bundles of
adaptive decision procedures may be transmitted (257). Such bundles are potentially crystallized
as institutions (social, economic, political, or scientific), such as markets, schools, legal systems,
and organizational routines, that allocate mental and physical resources to solve complex problems
(252).

The selective transmission of information can lead to behavior that is well-adapted to the envi-
ronment. Biased cultural transmission can produce outcomes that appear to result from individual
cost-benefit analysis, even without individual people doing so (252), such as when they adopt
successful hunting techniques or subsistence strategies simply by copying respected others. Norms
and other packages of cultural information may contain accumulated wisdom that scaffold adaptive
behavior despite limited understanding of the reasons why they make sense (253, 254). For exam-
ple, many of us use complicated technologies every day (e.g., a smartphone, a bike, or a fridge)
with little insight into how they actually work. In this manner, culture is a form of distributed
computation (255, 256).

One way to understand the adaptive properties of cultural evolutionary dynamics is via math-
ematical correspondences to Bayesian inference. Mathematical models of selection used to study
evolution can be reinterpreted in terms of Bayes’ rule, if possible variants in the population are
thought to represent hypotheses, the initial proportions of each variant represent a prior distribution,
and fitness corresponds to the probability of the observed data under a given hypothesis (257-262).
Specific dynamics (such as a version of the Wright-Fisher model in which members of a finite
population are replaced proportionally to fitness) may be mapped onto specific algorithms for
inductive inference (such as the particle filter, a discrete sampled-based approximation updated
sequentially), though the full implications of such links remain opaque (263). Knowledge in this
setting accumulates via distributed Bayesian inference (264, 265). Biases in transmission can be
recast as inductive biases that shape inference and affect the path of iterated learning (266—-272).

Despite the potentially adaptive features of cultural evolution, maladaptive outcomes (variously
defined) can occur in several ways (273-275). First, the ease of social learning might crowd out

the production of knowledge (276). Information cascades can lead agents to rationally ignore their

17



private information in lieu of following others, preventing the accumulation of knowledge (277,278).
Second, innovation depends on the size, interconnectedness, and diversity of the population (279,
280), although the relationships may be non-monotonic. Technology might be lost if the interacting
population is too small to buffer against random shocks (241, 281, 282), but excessive levels of
connectivity may reduce exploration and cultural accumulation (283, 284). Third, cultural products
that are adapted to a given situation can become maladaptive when the (social, ecological, or
physical) environment rapidly or unexpectedly changes, such as after a natural disaster, or when
individuals migrate into very different environments. Finally, intense enforcement of norms may
further suppress the variation that seeds adaptive evolutionary processes (285). For example, cultural
tightness (the degree to which people in a society are sanctioned for deviating from norms) has been
linked to higher rates of incremental innovation and lower rates of radical innovation (286). Some
practices may persist not because they are directly functional but because they serve social purposes;
individually costly practices like elaborate rituals, tattoos, and martyrdom can be sustained in a

population when they credibly signal commitment to a belief (287).

Genetic evolution

Evolution refers to the change in the (inherited) characteristics of populations of organisms over
many generations. In biological terms, the inherited traits are most typically considered to be genetic
in nature. Thus, evolution is often considered to comprise four main forces: mutation (random
variation in genetic traits), gene flow (the movement of genes between populations), genetic drift
(random fluctuations in gene frequencies within a population), and natural selection (differential
survival and reproduction due to individual traits). The first three of these forces contribute to
genetic variation and the diversity of traits, while natural selection is the primary source of adaptive
evolutionary pressure acting on this variation.

Theories of evolution and rationality are commonly linked because principles of optimization
feature centrally in both. According to economic rationality, agents make decisions that maxi-
mize their utility; in evolutionary theory, natural selection is commonly viewed as the filtering of
organisms based on fitness maximization. This optimizing perspective appears prominently in con-

ceptions of evolution, including Wright’s adaptive landscape (288, 289; see also 290, 291), which
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depicts evolutionary dynamics as hill-climbing on a fitness surface — although restrictive conditions
are needed for this to be valid (/6). More formally, classic economic axioms of rational choice
under uncertainty can be derived from evolutionary models (292-294), as can the rules of Bayesian
updating (295), linking B-rationality to E-rationality.

Models of optimal decision making have been fruitfully applied to animal behavior (296-298),
such as in research on optimal foraging. Indeed, numerous studies of nonhuman animals have
found adherence to E-rationality, suggesting that it can be inversely related to PP-rationality (299);
in contrast to typical conceptions of bounded rationality, simplicity may facilitate consistency.
Adaptive forces have been posited to explain even cases of apparent irrationality (300—304). Natural
selection should not necessarily favor accurate perception of the world (19), or even of the self (305),
if misperception can yield fitness benefits (such as when deceiving oneself facilitates deceiving
others). B-rationality thus diverges from PP-rationality.

Correspondences between evolutionary dynamics and Bayesian principles apply to genetic
evolution as well. A population’s genes can be thought to encode priors about (how to live within)
the likely environment faced by the population (306). More generically, in information theoretic
terms, selection can be viewed as the process by which populations accumulate information about the
environment (263). The Bayesian framework has thus been used to analyze the evolutionary design
of perceptual and cognitive systems (307-309). Nevertheless, extensive debates have persisted as
to the status of the adaptationist program (3, 16).

Constraints on adaptation have thus been extensively studied in evolutionary biology (6, 310-
317), along with implications for psychology (318). Natural selection derives from three principles:
variation — individuals in a population vary in their traits; heritability — the traits of parents
and offspring are correlated; and selection — different traits have different rates of survival and
reproduction. It might therefore be impeded by limitations on any of these factors. Variation
provides the raw material for evolution, and its absence can constrain a population’s ability to
adapt to new or changing environments. Heritability ensures that advantageous traits continue
across generations, but it can be weakened by complex gene-environment interactions or genetic
phenomena like pleiotropy (where a single gene affects multiple traits) or epistasis (where genes
interact in ways that obscure their individual contributions to fitness). Selection, which determines

which traits are favored, can be disrupted by environmental instability that creates mismatches,
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whereby traits adapted to past conditions become ill-suited to subsequent conditions. At the deepest
level, fundamental constraints and tradeoffs (379) come from the laws of physics (320-324), which

lie beyond the borders of the present article.

Interactions between dynamics

As we have alluded to, adaptive behavior often reflects interactions among processes operating on
different timescales. These interactions are mediated by the flow of information and constraints
across levels: slower processes shape the regularities and incentives that faster processes operate
under, while faster processes generate signals and outcomes that accumulate and feed back into
longer-run change. They constitute forms of coevolution across levels, in which these processes
jointly shape one another over time.

Slower processes may affect faster ones by structuring the problem space, supplying the priors,
architectures, incentives, or norms that guide or constrain faster processes. This perspective is
frequently invoked in frameworks of meta-rationality (such as resource rationality or rational
inattention), which otherwise confront an infinite regress of deciding how much to think about
how much to think (34, 35). It also comprises the fundamental underpinnings of meta-learning,
where inductive biases that support rapid learning can emerge through development (development
— learning; /27) or evolution (genetic evolution — learning; 4), as when children build an
understanding of the world based not only on experience but also on innate expectations about
objects, actions, or people (325). Development itself is further constrained by evolutionary processes
(genetic evolution — development; 326), illustrated by the role of conserved genes such as FOXP2 in
speech and language development (327). At the societal level, cultural norms and institutions shape
markets by defining payofts, rules, and meanings, influencing how selection operates over firms or
strategies (cultural evolution — market selection; 328, 329). Repeated exposure to such structured
market environments can in turn influence individual cognition, leading to more consistent behavior
even outside market settings (market selection — thinking; 330-332).

Faster processes may also affect slower ones by shaping the signals and outcomes that accu-
mulate over repeated episodes or interactions. Within individuals, thinking guides how stimuli are

attended to, represented, and interpreted, influencing what is learned from experience (thinking —
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learning; 133, 333). At the population level, thinking and learning alter the beliefs and behaviors
that contribute to market outcomes. Thus, self-selection can filter biased individuals out of markets,
but it fails to do so when confidence is a poor indicator of actual performance (thinking — market
selection; 334). Similarly, prices track ongoing changes in beliefs as agents update over time, giving
rise to stock market volatility when fundamentals are uncertain (learning — market selection; 335).
Over longer horizons, learning could alter the pace of evolution, as the Baldwin effect famously
demonstrates, in which behaviors initially acquired through learning may over time become easier
to learn or even innate (learning — genetic evolution; 336, 337). Cultural change follows a similar
logic: individual acts of remembering and retelling subtly reflect cognitive schemas, and when
aggregated across people and occasions, these biases shape the evolution of shared narratives and
cultural forms (thinking — cultural evolution; 338, 339). Some explicit accounts of two-tiered
dynamics treat preferences as guiding proximate decisions, while evolutionary forces act on the
long-run consequences of those decisions, offering explanations for intrinsic feelings like anger

(thinking — genetic evolution; 340-342).

Complementarity between mechanisms

We suggest that one useful way to think about how adaptive mechanisms interact is in terms
of whether they act as complements or as substitutes. Mechanisms act as substitutes when they
address the same adaptive challenge such that gains in one reduce the marginal value of the other.
For instance, problems can be solved by intelligent creatures that foresee the consequences of
their actions without having to experience them first, or by population dynamics that produce
agents well-suited to solve them even with minimal cognitive sophistication. Mechanisms act as
complements when they address distinct but intertwined adaptive challenges in such a way that
increasing investment in one raises the marginal value of the other. This occurs, for example, when
inductive biases improve the efficiency of learning, or when learning clarifies the signals that guide
selection. Such synergy powers functions like meta-learning in which agents learn to learn via
processes at multiple timescales and levels of abstraction. This distinction provides a compact way
to organize interactions among adaptive processes, clarifying when they reinforce one another and

when additional investment along a given dimension yields diminishing returns. Box 4 provides a
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formal example.

Box 4
Example of mechanisms being complements or substitutes.
We construct a toy model that demonstrates two ways in which thinking and learning can
interact. Suppose an agent is predicting an outcome y from many potential features x;, where

the true data-generating process is

y= Z'foj +&
j=1

assuming B; = 1/j and & ~ N(0, o?), and features are mean-zero, uncorrelated, and unit-
variance. The agent has n past observations from learning and forms a linear prediction using
only the first k features (reflecting limited attention), by estimating their coefficients with
least squares and ignoring all remaining features: y = Zle B jxj. Prediction performance is
measured by mean squared error, MSE = Zf.:l Var(,@j)Var(xj) + 2k ,85 + o2, which can

be approximated as

2
ok 1
MSE~ — + — + o° .
n k —_——
— — irreducible

estimation representation uncertainty
error error

Mechanism 1: attention expands representation. Suppose that the agent can spend

attention a to include more features (/32, /33), so

2
1
o-(k+a)+ )

MSE =~ +0”.
n k+a

Attention of this type increases the information that can be extracted from each data point,
raising the marginal value of learning. This can be seen formally from the cross-partial

derivative (approximating the finite difference for simplicity, since a and n are discrete),

9?(-MSE) _ 42

gagn— = 5= > 0. Thinking and learning are thus complements here.

Mechanism 2: attention simulates data. Suppose that the agent can spend attention a to

simulate more data points (343-345), so
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Attention of this type accomplishes the same function as acquiring data points, reducing the

20
marginal value of learning. In this case, the cross-partial derivative is negative, % =
_ 20%

(n+a)3

increase performance, the two do not exhibit a positive synergy.

< 0, revealing that thinking and learning are substitutes. While more of either will

Proxy failure

These multi-level interactions can take the form of nested optimization. Processes operating at faster
timescales might not respond directly to overarching objectives in the system, but to indirect proxies
because direct measurement or optimization of overarching goals may be infeasible. Proxies serve
as intermediaries that link lower-level processes to higher-level objectives, but they do not perfectly
capture those objectives. This imperfection creates the potential for conflict across levels of a
hierarchy (43). Lower-level processes may prioritize their own objectives in ways that conflict with
the goals of higher levels. For example, dopamine-driven reinforcement may prioritize immediate
rewards, such as addictive behaviors, over long-term organismal well-being and fitness. Conversely,
higher-level pressures can override lower-level processes, as seen when selective pressures for
extravagant mate-attracting traits compromise individual survival. Mechanisms like the “proxy
treadmill” emerge when relentless optimization of a proxy creates escalating feedback loops or
arms races. Over time, this can destabilize systems and detach the proxy from its superordinate

goal, producing outcomes that fail to serve a given objective.

Conclusion

The lens of optimality has proven to be one of the most influential in all of science (346), and
the study of decision-making is no exception. Yet, why would we expect anything resembling
optimality to obtain? We laid out six dynamics that help identify the classes of factors that may give
rise to adaptive outcomes. These offer a prism to decompose behavior into constituent sources of
adaptation and maladaptation. For instance, one’s willingness to invest in delayed rewards may come
from mentally simulating the future (347), learning the temporal statistics of value (348), growing
up in a predictable or unpredictable environment (/78), considering the market interest rate (349),

following social and cultural norms (350), and using capacities endowed by evolution (3517), as well
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as interactions between all of these mechanisms (177, 352-355). We hope that the principles laid

out here will facilitate connections between fields, paving the way for a more unified and cohesive

treatment of adaptive behavior.
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